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> Enc [—> E — E — > Enc
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Fig. 1. A demonstration of the LecTrack LSTM dialog state
tracker applied to a user utterance “looking for chinese food™.
The encoding LSTM model Enc is sequentially applied to
each input word and its hidden state is used to feed to the
state component classifiers.
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DSTCS
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Filtered by topic ‘FOOD’

A

Training corpus
in topic: ‘FOOD’

I
Multichannel :
R CNN Model 1

for slot: ‘INFO’

Multichannel INFO’:
NN CNN Model e [Va|U91, valueZ, ]
Utterances with ‘CUISINE’ :

for slot: ‘CUISINE’

v

translations

[value3, value4, ...]
in topic: ‘FOOD’ :

[values, values, ...]

Multichannel
i CNN Model -
forslot: ‘DISH” |

I

1

]

I

]

: :
: ‘DISH’ :
I

I

]

]

1

Sub-dialog segment Predicted labels
(test input) Models crj=HaBtestb it
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gating mechanism
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Dialogue Policy Learning (DPL)

DPL decides which system action to take based on the dialogue state.

'») N

[ Language Understanding ]

Environment

[ Natural Language Generation ]

Action A \ RewardR I Observation O
-

Optimized dialogue policy selects the best action that can maximize the future reward.

Correct rewards are a crucial factor in dialogue polii tiaiitizig

DST:

LD

S2 ={G2, U2, H2}, Hrh :

G2= {CoffeeType="?, Size=?, Temp=7}
U2={Intention=Ask, {CoffeeType="2}}

H2 ={U1, A1}

A2={Action=Inform, {CoffeeType=Espresso, Americano, Latte, Mocha}}

U3 ={Intention=0rder, {CoffeeType=Latte}}

Ltk

S3 ={G3, U3, H3}, &M :

G3= {CoffeeType=Latte, Size=?, Temp=?}
U3={Intention=0rder, {CoffeeType=Latte}}

H3 ={U1, A1, U2, A2}

DPL:

HMAES3, HiHA3= {Action=Ask, {CoffeeType=Latte, Temp="}}
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Dialogue Policy Learning (DPL)

DPL decides which system action to take based on the dialogue state.

Value Based
—_— +]

Actor Critic
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Policy based DPL
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o [network—-based end—to—end trainable task—oriented dialogue system. In
Proceedings of the 15th Conference of the European Chapter of the
Association for ComputationalLinguistics: Volume 1, Long Papers, pages
438 - 449, Valencia, Spain, April 2017. Association for
ComputationallLinguistics. ]

B TETFHERMEN. BERN. TINSRESENERS, BHHERGNS
SIEER—ANF X IE IR RHCE I F2ES S, #MEncoder—Decoder Ik
NGBS . RERREFITEXELE, FATBEH.

o [T. Zhao and M. Eskenazi. Towards end—to—end learning for dialog state
tracking and management using deep reinforcement learning. In
Proceedings of the 17th Annual Meeting of the Special Interest Group on
Discourse and Dialogue, pages 1 -10, Los Angeles, September 2016.
Association for Computational Linguistics. ]

BHREL TiREimAI R FE S ERNIGOM (BEXERTSEERMERFES]D)
MU RGHEEYE (REBIAFP—RTYes/No[aBIRBEER) -

o [ X. Li, Y.-N. Chen, L. Li, and J. Gao. End—to—end taskcompletion neural
dialogue systems. arXiv preprint arXiv:1703.01008, 2017.]

Bin2)in RSl Z S9task completion neural dialogue, RZ BB RS —IN
£%, B, ITEERE D47
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Instruction finetuning
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Instruction finetuning

Instruction finetuning

Please answer the following question.

What is the boiling point of Nitrogen?
&

Chain-of-thought finetuning
: . ) N
Answer the following question by A \\
< s The cafeteria had 23 apples \
reasoning step-by-step. originally. They used 20 to
The cafeteria had 23 apples. If they A make lunch. So they had 23 -
used 20 for lunch and bought 6 more, 20 = 3. They bought 6 more
how many apples do they have? La nguage apples, so they have3+6=9. ||
€ — )
model < 4

Inference: generalization to unseen tasks

Geoffrey Hinton is a British-Canadian
computer scientist born in 1947. George

Q: Can Geoffrey Hinton have a Washington died in 1799. Thus, they
conversation with George Washington? could not have had a conversation
Give the rationale before answering. together. So the answer is “no”.
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* Let’s say we were training a language model on some task (e.g. summarization).

* For each LM sample s, imagine we had a way to obtain a human reward of that
summary: R(s) € R, higher is better.

SAN FRANCISCO, An earthquake hit The Bay Area has
California (CNN) -- San Francisco. good weather but is
A magnitude 4.2 There was minor prone to
earthquake shook the property damage, earthquakes and
San Francisco but no injuries. wildfires.

S1 52

overturn unstable

objects. R(Sl) = 8.0 R(Sz) = 1.2
 Now we want to maximize the expected reward of samples from our LM:

Espg(s) [R(3)] Note: for mathematical simplicity
53 we’re assuming only one “prompt”
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How do we model human preferences?

Awesome: now for any arbitrary, non-differentiable reward function R(s), we can
train our language model to maximize expected reward.

Not so fast! (Why not?)

Problem 1: human-in-the-loop is expensive!

 Solution: instead of directly asking humans for preferences, model their
preferences as a separate (NLP) problem! [Knox and Stone, 2009]

An earthquake hit

San Francisco.

There was minor
property damage,
but no injuries.

S1
R(Sl) — 80

[

The Bay Area has
good weather but is [rainanlLM RM¢(S) to

prone to predict human
iii;??zzzes and preferences from an
’ annotated dataset, then
S2 @ optimize for RM instead.
R(s,) =122

I

D)
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How do we model human preferences?

* Problem 2: human judgments are noisy and miscalibrated!

» Solution: instead of asking for direct ratings, ask for pairwise comparisons, which can
be more reliable [Phelps et al., 2015; Clark et al., 2018]

An earthquake hit A 4.2 magnitude The Bay Area has
San Francisco. earthquake hit good weather but is
There was minor > San Francisco, > prone to
property damage, resulting in earthquakes and
but no injuries. massive damage. wildfires.

51 1.2 53 S2

Bradley-Terry [1952] paired comparison model
Jrm (@) = —E(ow 1) p[log o (RMg (s") — RMg (s1))]

“winning”  “losing” s" should score
60 The Bay Area .. .. wildfires sample sample higher than s'
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* Finally, we have everything we need:
» A pretrained (possibly instruction-finetuned) LM p”7 (s)

* Areward model RM 4 (s) that produces scalar rewards for LM outputs, trained on a
dataset of human comparisons

* A method for optimizing LM parameters towards an arbitrary reward function.
* Now to do RLHF:

* Initialize a copy of the model ng (s), with parameters 6 we would like to optimize

* Optimize the following reward with RL:
pot (g)) Pay a price when

= — RL
R(s) = RMy(s) — B log (pPT(S) pg-(s) > pPl(s)
N\ N J
This is a penalty which prevents us from diverging too far from

the pretrained model. In expectation, it is known as the
62 Kullback-Leibler (KL) divergence between p/“(s) and p”7 (s).
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InstructGPT
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Step 1

Collect demonstration data,
and train a supervised policy.

A promptis
sampled from our
prompt dataset.

A labeler
demonstrates the
desired output
behavior.

This data is used
to fine-tune GPT-3
with supervised
learning.

Explain the moon
landing to a 6 year old

|
Y

(e}

Va

Some people went
to the moon...

Step 2

Collect comparison data,
and train a reward model.

A prompt and
several model
outputs are
sampled.

A labeler ranks
the outputs from
best to worst.

This data is used
to train our
reward model.

E

Moon is naturad

&

Explain the moon
landing to a 6 year old

o o

xplain gravey Explan war.

(C] o

satelite of. the moon

People went to

J

Step 3

Optimize a policy against
the reward model using
reinforcement learning.

A new prompt
is sampled from
the dataset.

The policy
generates
an output.

The reward model
calculates a
reward for

the output.

The reward is
used to update
the policy
using PPO.

™

Write a story
about frogs
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Methods

We trained this model using Reinforcement Learning from Human
Feedback (RLHF), using the same methods as InstructGPT, but with
slight differences in the data collection setup. We trained an initial
model using supervised fine-tuning: human Al trainers provided
conversations in which they played both sides—the user and an Al
assistant. We gave the trainers access to model-written suggestions to
help them compose their responses. We mixed this new dialogue
dataset with the InstructGPT dataset, which we transformed into a
dialogue format.

"HSY08, (V6) M Yo' H) -

"
"#$%&&'#()*+,-.&/0'1&-*"1#"&

D72



ChatGPT

7&2/8)"1%08(.%&1)&%&'(9(+,-.(308(5%#$0' (#'1&/2

To create a reward model for reinforcement learning, we needed to collect
comparison data, which consisted of two or more model responses ranked by
quality. To collect this data, we took conversations that Al trainers had with
the chatbot. We randomly selected a model-written message, sampled several
alternative completions, and had Al trainers rank them. Using these reward
models, we can fine-tune the model using Proximal Policy Optimization. We
performed several iterations of this process.

10123./
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Explain in a few sentences what methods were used in training ChatGPT to the audience
of CS224n, Stanford's Deep Learning for Natural Language processing course. A lot of the
students are very Gen Z, so be sure to use a ton of emojis to seem hip and cool.

Hey CS224n peeps! & ChatGPT here to spill the tea on how | was trained to be a savvy

language model! &2

So basically, | was pre-trained using a combination of unsupervised learning techniques,
specifically a transformer-based language model architecture, that allowed me to learn

patterns and relationships within large amounts of text data. &%

The training data came from various sources such as books, articles, and websites, and |
was fine-tuned on a variety of downstream NLP tasks, which involved supervised learning

using labeled datasets to further improve my performance. &
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